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Important notes: 

Many buttons in the application behave differently if certain keys (SHIFT, CTRL, ALT) 
were held down when you clicked them. If you hover the mouse pointer over each 
button, a tooltip should pop-up on screen telling you what the normal function of the 
button is and also which key combination to hold down to get alternative features. 

The workbench is produced by the NHS Digital Terminologies and Classifications as a 
DRAFT ‘proof of principle’ product. It demonstrates advanced functionalities, 
leveraging SNOMED CT as a sophisticated reference terminology together with the 
mappings across the NHS’s five current and legacy terminologies or classifications.  

It is not currently intended to develop this as a fully supported product. 

Although capable of supporting many real business needs, and reasonably stable, the 
workbench is NOT a fully developed piece of software. You should be prepared for 
unexpected software errors.  If these cause you a problem then close the active form 
and re-start it or, if all else fails, re-start the workbench completely.  

It is possible that unexpected program operation could cause the corruption or loss 
of any authoring content you may have created using the tool. Users are strongly 
advised to take frequent backups of any precious data they may have created. 

Changes to fix bugs, and introduce new functionality, are being implemented on a 
regular basis. Beta Test Programme users should be prepared for frequent updates. 

This document is updated regularly in an attempt to keep it in line with developments, 
but the document does not always accurately reflect what is available or on screen. 

The workbench was developed in Microsoft Access partly to enable easy distribution: 
users do not need to install software on their machine, provided they already have 
Access installed. However, the software can therefore be slow and you may need to 
wait a few seconds for a search to be undertaken. 
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Start up 

Open the folder where you have set up the workbench and double click on: 

 NHS Data Migration Workbench GUI.mdb 

On starting the tool, it defaults to the CONSOLE screen 

 

Before going any further it is recommended that you ensure you have the latest version 
of the workbench installed and running, along with the latest versions of the various data 
– SNOMED CT, CTV3, READ, ICD, OPCS and the mapping tables.  If this is not the 
case, please refer to the installation instructions provided within the TRUD sub-pack.  
The following section explains how to establish if you are using the latest version of the 
data: 

1. The information about SNOMED CT, CTV3 and READ is contained in the ribbon 
at the top of the screen 

 

 
In this example you can see that the READ and CTV3 versions are Quarter 3 
2012. The SNOMED CT version you need to concentrate on is the UK 
Extension.  The issue date is embedded in the file name 
14.0.0_20121001000001.  The 201210 indicates that this is the 2012 10 (i.e. 
October 2012) version. 
 

2. The cross map information is easier to identify.   

 

In this example it is telling you that you are using the October 2012 version 
(201210) 

3. New versions of the data are issued twice per year – April and October.  So, 
using the above example, the user would need to update the data from April 2013 
onwards. 
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Introduction / Console 

 

1. The workbench always opens on the CONSOLE view (above), from which four main 
areas of functionality – IMPORT, BROWSE, QUERIES and EPR DATA – are accessed 
using the buttons at the bottom (see above), though the IMPORT button will be disabled 
if  terminology data has been loaded, and the other three won’t appear if it has not.  

2. For most users the CONSOLE itself is typically used only very rarely – most likely either 
to import new reference terminology data or to view the application’s error log. 
Otherwise, it is where you open the graphical tools that form the core of the workbench, 
once data has been loaded: BROWSE, QUERIES and EPR DATA.  

3. For more advanced users the CONSOLE also offers a command line interface (CLI) 
through which many workbench data processing functions can be scripted (see e.g. 
Appendix Two : Example console script).  

4. To get a list of the scripting commands and their associated syntax, clear the top screen 

by pressing the CLEAR button  followed by RUN . 
5. Some workbench functionality is currently only available from this command line 

interface, for example the DEMO function used to create dummy data as part of the 
installation process. Or the TRANSCODE function, which reads in a list of codes from an 
external file and spits it back out with an extra column containing the corresponding 
codes from some other terminology or classification. 

6. Most functions, however, are available both from the command line and via the three 
graphical tools. For example, entering and running: 
 
BROWSE SNOMED  IF asthma_suspected VERSION 2.3 
 
…based on the pattern: 
 
BROWSE <scheme> {FROM <table>} IF <cluster>  
 
..at the CONSOLE would open the BROWSE tool and initialise it with a list the SNOMED 
CT concepts implied by version 2.3 of the SNOMED CT encoding of a cluster definition 
called ‘asthma_suspected’. This functionality, however, is also available from the 
QUERIES screen, simply by double clicking on the relevant cluster in the list of clusters. 

The main sections of this document describe each of the three primary tools - BROWSE, 
QUERIES and EPR DATA - in further detail. 
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Video recordings / demonstrations 

A number of screen-and-voice recordings were made in 2014, demonstrating the range of 
basic and advanced workbench functions that were supported at that time. These recordings 
are available as a single 250mb zipped archive from the NHS TRUD site (from the TRUD 
main screen, navigate using the menu on the left through ‘Terminology Tools’ to ‘NHS Data 
Migration Workbench. Or click this link). 

Each walkthrough is an mp4 video that can be viewed on PC, iPad and Android platforms. 

The walkthroughs comprise: 

a) Part 1 (9 mins, 17Mb): Intro and Application Command Line Interface  
Introduction and CONSOLE 
 

b) Part 2 (30 mins 45Mb): Terminologies and Xmaps - Searching and Browsing 
BROWSE screen: finding codes and their xmaps; advanced lexical and semantic search;  
Searching SNOMED but using data migration products to deliver results in other terminologies 
 

a) Part 3 (40 mins 64Mb): Analytics Query/Refset author, translate, maintain and test  
QUERY screen: authoring and translating query or report specifications across multiple terminologies 
Testing report specifications against real data; use of the SNOMED Query Table 

c) Part 4 (20 mins 34Mb): EPR data quality analytics and data repair 
Loading SNOMED-coded patient instance data (or generating fake data for testing purposes); 
Data quality analysis; data repair; crossmapping; basic casemix analytics and trends reporting 
 

d) Part 5 (46 mins 97Mb): Advanced EPR Reporting and Casemix analytics 
Running queries against real patient instance data; 
Inducing classifications from the data; semi-automated advanced casemix trends analysis  
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BROWSE Screen 

The BROWSE tool allows the user to find a particular concept identifier from one 
terminology (READ2, CTV3 and SNOMED) or classification (OPCS4.7 or ICD10) and 
then examine its mapped equivalents in the other terminologies and classifications. It 
supports searching a terminology for a known code, or for all codes with descriptions that 
match some text entered by the user. Selected codes are shown in their hierarchical 
position in the respective terminologies, and users may then ‘wander around’ these 
hierarchies to navigate to other concepts, with the displayed ‘mapped equivalent’ panes 
updating synchronously as appropriate. 

There are three ways to use the browse screen: 

a. Browsing through any of the three visible hierarchies by double clicking on 
concepts to move up and down the respective hierarchies 

b. By searching for a known concept/term identifier in one of the terminologies 
c. By searching on full/parts of words in the concept descriptions (see step 15) 

 
1. The default screen layout (on starting the BROWSE function for the first time from the 

CONSOLE screen) is as follows; with three separate panes – Read V2 (RCT), Clinical 
Terms v3 (CTV3), and SNOMED CT (SCT): 

 

The browser has two distinct sections, and these are loosely coupled to each other: 

The upper section (within the red box above) shows a triad of concept-and-term-identifier 
pairs, one pair from each of three different schemes (a terminology or classification). The 
three pairs in each displayed triad will always have been determined to be equivalent to 
one another, by reference to the contents of the NHS Data Migration Subpack: the 
mapping table from the left scheme to the centre scheme (from RCT to CTV3 in the 
default view, above) determines which concept is displayed in the centre, and the table 
from the centre to the right scheme (from CTV3 to SCT in the default view) determines 
the concept displayed at right. Whenever this triad changes, the three panes in the lower 
section also resynchronise to show the hierarchies in which the three members of the 
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triad sit. However, the user can then de-synchronise this view by navigating around the 
three hierarchies. 

NOTE: The screen layout will change depending upon what you are doing at any 
particular point; in particular the type of data reported in the three main panes can 
change. At some times the panes are used to report information other than the 
terminology hierarchies – mainly to show results of searches which is usually in the 
central pane. 

A number of user operations may also cause the application to re-arrange the three 
terminologies, for example so that SNOMED is displayed at the leftmost pane, or to 
show one of the classifications (ICD or OPCS). If the application is closed when the 
panes are in a different order from the default, then they will reappear in that same 
different order the next time you restart the application. 

2. When displaying the three terminologies, whenever a concept is selected in one 
hierarchy by holding down (but not releasing) the left mouse button, the default 
behaviour is that the mapped equivalent concepts will appear in the other two, until the 
button is released. Note that it may sometimes take a second or two for the two 
equivalent concepts to appear; keep holding the button down!  
(NB Item 12 below details how this default behaviour can be changed) 
 

3. The colour of the screen background changes depending on the clinical assurance 
status of the published map between the concept whose details are shown above the left 
hierarchy pane and the one shown above the centre pane. A green background indicates 
that the map is assured; red indicates that the map is not assured and so there is an 
increased risk that it is incorrect. See the Data Migration Subpack product 
documentation for more details of the clinical assurance status of the maps. 

The main screen features 

4. After clicking an item on the screen, or after executing more complex functions such as 
running a search, the application usually automatically populates the windows clipboard 
with something useful, which may then be pasted into an external application. For 
example, clicking on a concept in any of the three displayed hierarchies will make its 
code immediately available to paste somewhere else; the results of any text search will 
automatically be available to paste into an external application. 

5.  This refocuses all three panes (and the three concepts across the top) so that they 
show the top concept in all three displayed terminologies or classifications. 

6.  The triad of concept-term pairs listed across the top above the hierarchy windows 
always have a mapping equivalence relationship between them. Initially, the three 
hierarchies are also focussed on each of these concepts. However, if you navigate 
around the three hierarchies by clicking, you can very quickly reach a state where the 
three panes are showing concepts that are completely unrelated to either one another or 
to the three concepts across the top. Usually, when in this state, the background colour 
of a hierarchy will change to a darker shade, indicating that it has become ‘decoupled’ 
and so no longer displays the concept that appears above itself.  
 
This button resychronises the three hierarchies so that they return to displaying the same 
concepts as the three across the top. 
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7.  The application remembers the last 10 or so concepts that you’ve visited. You 
can step backward or forward through this list using these two buttons. 

8.  The first element shows the actual concept code; the 
second shows the status it has within the relevant terminology (and status is represented 
differently by each terminology); the third shows the identifier for the particular term text 
being displayed in the box immediately below; and the fourth indicates if the term is the 
Preferred term (P) or a synonym (S) of the concept code. These are not user editable. 

9.  changes the font size in all the panes 

10.  This toggles the ribbon and navigation bar on and off 

11.  Zoom the panes thus changing the pane width and height, to make the Browse 
screen fit your display if the program doesn’t get it right on its own (it usually does). 

12.   Toggle switch that shows/hides a panel displaying the synonyms and 
other information about the codes most recently clicked on: 

  

13.  button toggles what the browser does when you hold the left mouse button down: 

you can either have the other two browsers show the equivalent concepts (default 

behaviour on startup) OR have the synonyms display window appear, so as to briefly 

review the synonyms and other information about the concept clicked on. 

14.  Drop down selection allows the user to manually select which of the 

cross maps to use as the ‘primary’ map ie the one between the left and centre panes. 

Changing primary map, therefore, also changes the order of the panes on the screen 
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accordingly.  By default the system uses the READ to CTV3 map, but any of the loaded 

maps can be chosen. 

15.  steps backwards or forwards one at a time through the underlying list 

of concept-term pairs that the browser has been asked to display, or moves to the first or 

last pair in the list. By default, the ‘browser list’ comprises ALL the concept-term pairs in 

the terminology show in the left hand slot, and in this scenario these buttons are 

therefore not very useful, except that they’re the only way to separately view the 

mappings for the different synonyms of a particular concept. 

 

However, if the browser has been asked to display only those concepts in a particular 

query (e.g. all concepts indicating a patient may have asthma) then these can be more 

obviously useful as a way to step through the list. 

16.    

The list of concept-term pairs that can be stepped through as described in Step 15 may 

be further filtered if you define and then  a filter. Three possible axes are 
offered on which the list can be filtered: 

1. Whether the map is assured : yes / no / don’t care 
2. Whether the (leftmost) source code is active or inactive in its native terminology : 

yes / no / don’t care 
3. What letter(s) the code begins with (only really useful for READ, ICD and OPCS) 

The text beside each check box will change depending on the state of the check box, so 
that the text displayed at any point in time tells you what the current setting is. 

 Map Assurance Status : Assured / Unassured / ?Assured? 
 Concept Currency : Active / Inactive / ?Active? 

 

17.  enables users to easily report suspected errors in the mapping tables to NHS 

Digital. This is described further in a later section of this document. 

18. This cluster of radio buttons control how term searches are 

performed. This is described in a later section of this document. 

Changing the primary concept focus of the panes and the BROWSE tool 

19. The primary focus concept of the entire BROWSE tool – the concept and term displayed 

at top left - will normally remain the same unless you either: 

 press the  buttons or  

 run a search for a concept code 

 hold the Control key down and left double click on a concept in a hierarchy 
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20. Double clicking a concept in a display hierarchy (but without the Control key also 

pressed) will re-focus only that pane on the concept selected and without changing the 

primary focus concept  

21. Left click and hold on any concept will temporarily re-focus the other two panes on to the 

mapped equivalents for the selected concept (if there is an equivalent in the target 

terminology) until the button is released  

22. Right click on a concept to permanently change the other two panes to show their 

mapped equivalents, but without changing the overall browse focus concept. 

Mapping table issues 

23. Sometimes when selecting a concept the screen will change from its normal green to 
red.  This is particularly apparent when trying to find equivalents to terms in SNOMED 
CT.  The background turns red for any map that is known to be only approximate, or 
otherwise not optimal.  It is up to the user to decide if they want to use the suggested 
map or not – a better map may be apparent on the screen.  An example of this is 
SNOMED CT concept Stevens-Johnson syndrome (73442001).  At the time of writing, 
this concept mapped to CTV3 concept Bullous erythema mulitforme (X50CE) and 
READ Concept Erythema multiforme (M151).  
  

 
 

In this example, however, you can see that there is actually a better possible one-to-one 
map available in READ; the map as displayed could be improved. 
 
When issues such as this are identified, the user is encouraged to report the mapping 

error by pressing the  button.  This should automatically create and send an 
email that can be sent by clicking on the OK button 
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NOTE in addition to some information about your environment, the information sent only 
says which concept-code-term-code triad was displayed across the top section of the 
Browse tool. If you’ve stumbled across a suspect map by clicking about in the hierarchy 
views, make sure you refocus the entire tool on that suspect map first, before clicking the 
‘Report Map Error’ button: clicking on the source concept for the suspect map (so that its 

identifier is copied to the windows clipboard), open a search dialog by pressing , and 
then paste the identifier into that dialog before running the search. Confirm that the map 
you suspect to be wrong is displaying across the top section, then report the bug. 
 

24. In this case the mapping error becomes obvious when using the map going from READ 
to SNOMED CT  
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Simple Browse via on screen selection 

Ensure  is displayed in the bottom left of the screen. If not click on Hide 
Synonyms to toggle to the Show Synonyms state.  

In the left hand pane (assumed to be Read v2) double click on the top item ‘5-Byte 
READ Version 2’. This will refocus this pane to the top level hierarchy. Or press the 

Home button  

Walk through the hierarchies to the term you require, by double clicking on the terms to 
open up the hierarchy below.  

Click and hold the left hand mouse button to see the equivalent concept in all three 
terminologies.  

When you have found the term you are looking for, right click on the term in the left hand 
pane to change focus to the same term in all three hierarchies (but not the main browse 
focus triad across the top of the interface). 

To permanently refocus the three concepts across the top as well as all three 
hierarchies, hold the Control key down and double click on a concept in the left pane. 

  



Data Migration Workbench 
 

NHS Data Migration Workbench DataMigrationWorkbench User Guide v16.docx Page 14 

Searching 

NOTE: this section deals only with simple default searching.  For more detailed 
searching refer to the Special Searches section following. 

25.  Ensure the bottom left of the screen is showing  , if this says Show 
Synonyms click once to toggle back to Hide Synonyms. 

  Click   and the Search expression dialogue box will appear 

 

 You can enter any concept or term identifier, or text for part or full words in term 
descriptions. 

NOTE:  There is no need to enter the ‘dots’ (e.g. G30..) when searching for a Read 
code. Also, any trailing ‘%’ character will be ignored. 

NOTE: The default search configuration actually occurs within SNOMED CT, with 
the search results then transparently mapped back to the particular terminology 
currently displayed at left in the tool. As a result, the list of codes you get back may 
include some that don’t appear to include any of the words you entered. For 
example, a search over READ for ‘alcohol’ will return [1361.Teetotaller] and [136F. 
Spirit drinker]. The Special Searches section further explains this behaviour, and 
how to change it.  

 When searching by code (concept or term identifier), if a match exists it will 
automatically show in the left pane and update the others accordingly. 

NOTE. If the code entered is in a supported terminology but not in the one currently 
displaying in the left pane, then the primary map will change automatically. An alert 
will appear to notify you that this has happened: 

 

NOTE: If the search string is a valid term/description code (but not a true concept 
code), then the tool resolves it into a concept code and refocuses itself on the 
preferred term for that concept, rather than on the specific term code you may 
actually have entered.  In other words, if you search using a synonym term code, the 
result returned will be the correct concept, but displaying the preferred term, not the 

synonym. You can navigate to the synonym you entered using the  
buttons 

NOTE: If you enter a search expression intending to search on words and not on 
identifiers, but where the first word of your search expression happens to also be a 
valid term/description code, then the tool will by preference resolve it into a concept 



Data Migration Workbench 
 

NHS Data Migration Workbench DataMigrationWorkbench User Guide v16.docx Page 15 

code. If there was only one word/code in your search expression then it will 
automatically refocus on the concept. If you entered more than one word, a dialog 
will ask whether you meant to browse for a code or a matching term. For example, a 
search on ‘dia’ will refocus immediately on a READ drug without asking you. A 
search on ‘dia retinop’ will ask whether you meant to search for the code [dia..] or 
not. 

 When searching by text, and presuming there is some sort of match found, the 
results are displayed in the centre pane.  The order in which the matches are 
presented depends on the terminology: if the search is on READ codes, then the 
results are sorted by code. Otherwise, they are sorted by string length with the 
shortest strings at the top of the list. 

See the results of a search for “acu myo infar” (acute myocardial infarction) 

  

NOTE: The result list will show both preferred terms (P) and synonyms (S) 

NOTE:  If the list is very long it will be truncated after 100 lines 

Search result reports generated by the BROWSE tool always list the concept code 
and display term, and may also show the term code. Additional information may 
appear before the display term, including: 

- An asterisk character if the concept is inactive in that terminology 
- An ‘S’ if the displayed term is a synonym of the concept code, not its preferred 

term 
- A usage symbol indicating how commonly the underlying clinical concept is likely 

to be found coded in real clinical record systems in UK primary care: 
o ‘#’ : in the top 1000 most frequently used  
o ‘=‘ : in the next 4000 most frequently used (ie in top 5000 but not in top 1000) 
o ‘-’ code is one of the next 5000 most frequently used (ie in top 10,000 but not 

top 5,000) 
o ‘.’ code is either never used or is not in the top 10,000 
o No symbol indicates the code’s usage is not known 
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Click on any of the results in the centre pane to change the left pane to focus on that 
result. 

The target concept will be aligned to the left and indicated displayed in bold font 
(except under Access 2003 which doesn’t support text formatting), with its ancestors 
shown above and immediate children below it, with indentation indicating the level of 
ancestry. 

 

NOTE: In the ancestor part, only ancestors up to five levels higher are shown. In 
READ2 this means ALL ancestors are always shown. 

NOTE: In the descendants part, only one descendent level is shown, but with a “+” 
symbol indicating that the concept has at least one further level of descendants; 
whereas a “-“ symbol indicates the concept has no descendants. 

 The results list is removed from the screen by pressing the  button, 
which then shows you the terms in the three terminologies. It can be recovered by 

pressing the  button again. 
 

 Right click on the term you are looking for in the left hand pane to see displayed the 
equivalent terms in all three panes and thus the three different terminologies. 
  

 Right click on any concept in the hierarchy view to display the corresponding 
hierarchy view for that concept in the other two terminologies 
 

 Double clicking on any of the concepts in the hierarchy view refocuses only that 
hierarchy on to that concept.  

 
 Holding the Control key down and double clicking on any concept in the left 

hierarchy will refocus the entire BROWSE tool on that concept. 

NOTE:  The hierarchy view for a SNOMED CT or CTV3 concept may show multiple 
ancestors at the same level of indentation.  This is because a concept may have 
multiple parent (IS_A) relationships.  In the following example, 73211009 Diabetes 
mellitus has two parent (IS_A) relationships 126877002 Disorder of glucose 
metabolism and 362969004 Disorder of the endocrine system, hence there are 
two sets of indented groups. 
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NOTE: Some of the concepts may be annotated with a “^” symbol.  This indicates 
that the concept has already appeared elsewhere in the hierarchy view, and if it has 
any ancestors to display they will have already been listed and are not listed again. 

NOTE: Where there is no direct map from one terminology to another (normally from 
SNOMED CT back to READ v2), then the nearest higher level concept is displayed - 
see the example of 240042004 Tophus below: 
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Special Searches 

1. This section details the options for altering how term searching is carried out 

2. A previous section has already covered the default use of the  search function 
3. The way the search is carried out depends upon which buttons in the cluster at top tight 

of the screen are set; a novel mixture of lexical and semantic searching is available. 

 

4.  Uses the word equivalence table to augment searching, in order to also 
search on words similar to those the user actually typed in their search expression: 
4.1. With word equivalence turned off, a search for “tranquiliser” (spelt just one “L”) within 

SNOMED CT will return only 5 matches 

  

4.2. A search for “tranquilizer” (spelt with a “Z”) will return a different 29 matches 

 

4.3. Turn the word equivalence ON and a search for “tranquilizer” will now return a long 
list (108) as it will search for any known spelling of the word in the equivalance table.  
In this case there are four – one or two “L”s and “S” or “Z”. 
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5. In addition to alternate spellings and other forms of true synonymy, the word equivalence 
table includes plural-singular noun equivalences (e.g. eye = eyes), noun-adjective 
equivalences (renal = kidney, eye = ocular), noun-verb equivalences (removal = 
remove). A list of known word equivalents for any recognised token can be obtained by 
running ‘WEQ <your token>’ from the Console. 
 

6.  Allows the user to “tune” the aggressiveness of the advanced 
SNOMED CT-driven search, using the in-built LEXICON.  By default the system always 
does moderately aggressive searches (LEX3) but there are six possible settings: 
6.1. LEX0  conducts a brute force, tokenized, purely lexical match against 

the descriptions in the requested terminology table, and returns all concepts with at 
least one single description that contains all the string fragments entered, although 
in any order.  This search strategy ignores the LEXICON completely, and is 
relatively slow. So, a LEX0 search for READ codes is run against the real, READ 
descriptions only and so never touches SNOMED CT space.  However, this search 
technique can not be augmented by the word equivalence and is known to be fairly 
insensitive: many concepts that you would expect to be returned are not because 
READ’s descriptions are impoverished. A similar problem occurs even if you search 
SNOMED (and the search takes even longer to execute). 

A search for “leg pain” in READ returns just two results as they are the only two 
terms in READ that contain both the tokens “leg” and “pain” in any order 

 

6.2. All other strategy settings execute increasingly aggressive, combined lexical-
semantic, tokenised searching over a range of SNOMED CT descriptions and then 
(if required) project the SNOMED CT candidate set that is generated back into the 
chosen terminology using the backmaps, e.g. if you were actually trying to search 
READ or CTV3. So the result you get when searching e.g. READ has nothing at all 
to do with the terms actually found in READ, but only with the terms attached 
specifically in SNOMED to the underlying clinical concepts to be searched (which 
exist independently of the terminology), and then the backmaps to READ. 

6.3. LEX1  returns concepts for which all the tokens provided by the 
user (but each with an assumed trailing wild card) occur, individually or together, in 
at least one of the descriptions associated with a concept. It is not necessary for all 
the tokens to appear in the same description. 

A LEX1 search for “leg pain” in READ now returns a third concept (1M1..) as the 
SNOMED CT concept for Pain in lower limb has a synonym 221731000000119 | 
Pain in leg, which matches the search tokens 

 

6.4. LEX2  implements LEX1 plus also returning concepts for which 
the token is only found attached to one of the concepts that are the direct parent of 
the concept returns 
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A LEX2 search for “leg pain” returns a fouth concept (N2454) as “calf” is part of the 
leg 

 

This occurs because the equivalent SNOMED CT concept, 300954003 Pain in calf, 
has the parent 10601006 Pain in lower limb but this parent ‘Leg pain’ as a synonym. 

LEX3  is LEX2 plus also returning concepts for which one (or all) 
of the tokens is actually only found within a description for one of the concepts that 
define the concept. So, ‘appendicitis’ wouldn’t normally be returned if you searched 
only the set of SNOMED descriptions for ‘inflammation appendix’ but, because it has 
Finding_site=appendix and Associated_Morphology=inflammation as part of its 
definition, it is returned using the LEX3 strategy. 
 
A search for “leg pain” in READ now returns quite a number of concepts as it also 
now includes semantically similar concepts (pain = arthralgia = ache = claudication) 

 

NOTE:  This level of search normally provides the optimal number of positive results 
and so is recommended for most searches 

6.5. LEX4  is LEX3 plus concepts where one of the tokens that have 
to be matched is only found within a description of a parent of a concept that defines 
the concept that’s returned 

6.6. LEX5  is LEX4 plus concepts:Z.  This is the deepest possible 
search in that if one of the tokens that have to be matched is only found within a 
description associated with concept:X that defines another concept:Y that in turn 
defines concept:Z, or a parent of X. 
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A search for “leg pain” returns the same RCT concepts as a LEX 3 search(18), but 
finds many more SNOMED CT concepts (149 now and 47 before) 

 

7.  Concerns whether to apply any combination of three content filters 
that prevent certain kinds of SNOMED CT concept from being returned. The default 
setting after each system startup is for all three filters to be applied to all search results, 
but the three radio buttons allow you to turn them off individually. However, the warnings 
make it clear that this is not really advised (the warnings also give a brief explanation of 
what each filter is excluding, when its left switched on). 

Basically, do not change the filter settings unless you really want/need to, e.g. because 
you need to design queries to be run against data captured using suboptimal SNOMED 
tooling that allows users to add inappropriate codes to their record (e.g. qualifiers when 
the user should have used a finding) and you therefore possibly need to be able to 
search or browse the clinically inappropriate content. There may, rarely, be other 
plausible circumstances where the SNOMED CT concept categories excluded by the 
third filter need to be returned, but they should be few and far between. 
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QUERIES Screen 

The QUERIES tool offers advanced functionality for authoring, maintaining and testing 
query codeset (‘cluster’) or subset definitions within any of the supported terminologies 
or classifications, including (semi)automatically translating a definition already expressed 
in one terminology so that it becomes also expressed in another. 
 
Note: by default, the application runs in ‘Novice’ mode : an “Are you sure…?’ dialog 
appears whenever the user clicks any button that would cause a significant data change. 
Run the command ‘SAFETY OFF’ at the CONSOLE screen to switch permanently to 
‘Expert’ mode; these dialogs will then no longer appear. 
  

1. The default screen layout (on starting the QUERIES function on the CONSOLE screen) 
is as follows: 

 

2. The screen is divided into four linked main panes; their relative sizes can be changed by 
dragging the thick grey horizontal bar (roughly in the centre of the screen, just above the 
hierarchy pane). It can be dragged either vertically or sideways; its behaviour changes if 
you hold the Control key down while dragging.  

3. The panes are: 
3.1. On the left is the Cluster List pane, showing all loaded cluster definitions / query 

criteria 
3.1.1. Highlighting a cluster definition in the Cluster List will display the individual 

clauses that make up its content, in the Definition (top centre) pane. 
3.2. The top centre pane displays the detailed Definition for whatever is highlighted in 

the Cluster List pane; each definition is presented as a list of Clauses 
3.2.1. Highlighting an individual Clause in the Definition pane will display a 

Hierarchy view – the same as in the BROWSE function, except with 
additional colour-coding (explained later) 

3.3. The lower centre pane displays a Hierarchy view of whatever concept is selected in 
the Definition pane. This view may be colour-coded. 

3.4. On the right is the Result pane, which displays e.g. the results of any search 
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Cluster List Pane 

4. The Cluster List pane 

 

4.1. The Cluster List is itself split into two sections. Switch between them by clicking the 
Library or Editing buttons at the top right of the pane. The currently selected section 
is displayed in green text. 

4.1.1. LIBRARY – this is where pre-defined cluster definitions are located.  The 
content of this is read-only, and can only be populated by re-loading saved 
cluster definitions from a disk file. Individual clusters (selections of multiple 
clusters from the Library) can be copied and pasted into the… 

4.1.2. EDITING – this is where working versions of cluster definitions are located 
and can be edited 
 
NOTE: Holding down the Control key and then double-clicking an item in 
either Library or Editing views will send the fully enumerated list of codes 
implied by the current set of clauses to the Browse tool, so that you can 
examine the synonyms and mapping relationships more closely 
 

4.2. In order to be able to change a cluster definition currently only in your LIBRARY, it 
must be copied into the EDITING area (COPY / PASTE). 
 
NOTE: when you copy a cluster, a human-readable rendering of it is also 
automatically inserted into the Windows Clipboard. You can paste this into another 
application (e.g. an email if you want to share a definition with somebody else) 
 

4.3. Scheme indicates which terminology the cluster definition has been authored in 
4.4. Vxx indicates the version number 

 
NOTE: on the EDITING view the version number is appended with a decimal sub-
version number which is automatically incremented every time a definition is saved. 
 

4.5. The extreme left hand column is usually blank but may be toggled to ‘X’ using the 

 button at the top of the column. When a cluster set to ‘X’ is tested against patient 

data (using the  button), then the results returned are for those 
patients/episodes/codes EXCEPT those implied by the cluster definition. 
 
NOTE: use this setting with caution; the lists returned will often be VERY long. 
 

4.6. Short name the code or identifier given to the cluster definition.  In the example 
above these are QOF cluster names (maximum 30 characters) 
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4.7. Description / Area 

The far right hand column of the Cluster List pane displays either a text Description of 
the purpose or content of a cluster (max 100 characters), or a short code or piece of text 
denoting the general topic Area the cluster sits in (max 20 characters). 

To toggle between displaying the Description and Area in the currently displaying 
LIBRARY or EDITING cluster list, click on the green LIBRARY or EDITING button. 

To filter the Cluster List so that it only displays clusters from one particular Area, select 
any cluster from that area in the list and then CTRL-click the currently green LIBRARY or 
EDITING button. 

Definition Pane 

5. The DEFINITION pane shows the current working definition of a single cluster 

 

5.1. The example above shows the CTV3 definition of a QOF cluster for Asthma 
5.2. Inclusion clauses: 

<< H33.. Asthma means INCLUDE this concept and ANY of its descendants 
= X1020 Hay fever with asthma means INCLUDE this SPECIFIC concept (in this 
case the concept implies the patient has asthma, but the concept is not itself a 
descendent of the [H33.. Asthma] code hierarchy) 

5.3. Exclusion Clauses (always listed as a block after all inclusion clauses) 
x << H44.. Pneumopathy due to inhalation of other dust means EXCLUDE this 
concept and ANY of its descendants (in this case H44.. is a descendent of Asthma, 
and is not wanted, hence why it is excluded 
x = X1023 Drug-induced asthma means EXCLUDE this specific concept only 

5.4. Holding down the Control key and double-clicking a clause in the Definition pane 
will send the codes for that cluster to the Browse tool  

5.5. Holding down the ALT key and then clicking on a clause in Definition pane displays 
all known maps to and from that concept in the Result pane. 

5.6. The column at right displays the number of concepts implied by the clause (other 
than the clause concept itself). Where this number is zero, the column is blank.  
 
Note: All ‘this concept only’ type clauses (=) therefore display as a zero, regardless 
of how many descendants the concept has in the full hierarchy. The number shown 
is the number of concepts introduced to the cluster by the particular clause, and this 
is not always the same as the number of descendants the concept has. 
 

Use the  button to show a different value: the number of concepts in the cluster 
member list that were generated by the relevant inclusion clause after any exclusion 
clauses have also taken effect (or, if an exclusion clause, then the number of 
concepts that would have been included in the member list if the exclusion clause 
did not exist). When displayed, this value is prefixed with the lower case ‘m’ letter. 
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6. The HIERARCHY pane 

 

6.1. The example above shows the hierarchy that relates to the concept H33.. 
6.1.1. The target concept is in bold font (in this case H33..) 
6.1.2. The ones above it, in black, are the higher level (ancestor) concepts to show 

you where the target concept appears in the hierarchy 
6.1.3. The concepts displayed in green are already explicitly included in the 

definition of the cluster selected in the Cluster List 
6.1.4. The concepts displayed in grey have been specifically excluded from the 

definition (in this case H44.. and H440. and all of their descendents, plus H441. 
only, though it doesn’t currently have any descendents anyway) 

6.1.5. Any concepts appearing in red are members of the global exclusion list. Each 
cluster’s export settings includes an option to suppress members of the global 
exclusion list from any exported enumerated memberlist 

6.1.6. CTRL-clicking anywhere in the hierarchy pane will toggle the hierarchy 
colouring function on and off; clusters with lots of clauses can take several tens 
of seconds to render if it is switched on. All concepts will appear in black only if 
the colouring function is off. 

6.1.7. If the hierarchy is currently displaying concepts from SNOMED CT, then ALT-
Clicking on any displayed concept will cause the modelled and historical 
relationships for that concept to be displayed in the Result pane. 

The main QUERIES screen functions and controls 

NB The OPEN, COPY, PASTE, DELETE, REFACTOR, LIST MEMBERS and RUN 
buttons behave differently if the certain keys are held down when you click them (CTRL, 
SHIFT or ALT). Hover the mouse pointer over the button and a tooltip should pop-up on 
screen to explain the alternate behaviours. 

Open/import cluster file 

6.2.  Opens a file open dialog to allow a cluster file to be selected for import into 
the Library area.  If a cluster library already exists, then the system will ask if the 
new selection is to append or replace the existing list. 
 

 
 

6.3. By default, the file open dialog always opens in the application’s own Queries 
subdirectory.  

6.4. An alternate default directory can be specified by holding the CTRL key down 
when the open cluster button is clicked, and opening a file from a different 
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directory. Whenever the CTRL-OPEN function is performed again, the file 
dialog opens on this alternate directory until the user chooses to open a file 
from another different directory, in which case this becomes the new alternate 
directory.  

Save/Export cluster definitions and member lists 

7.  Saves / Exports the complete or part of LIBRARY or EDITING (whichever is 
displayed) to disk.  Pressing this button opens up a dialogue pane at the top of the 
Cluster List pane, where the user can choose what to save 

 

7.1. By default, files are exported to the application’s own Queries subdirectory. An 
alternate export directory can be specified by holding the ALT key down when the 
EXPORT button on the purple dialog is clicked. A further dialog appears asking you 
to choose the alternate export directory. 
 

7.2. The check boxes on the left side of the dialog control what kind of file exports are to 
be generated, and for which terminologies.  
 

7.2.1. When checked, the ‘All clusters’ option will force files to be exported for all 
clusters, not only those selected. 
 

7.3. If the Cluster members option is checked, the radio buttons shown above at right will 
also appear. These offer further options to both filter and extend the enumerated 
cluster membership that will be exported: 
 
exclude non human members (SCT clusters only) if selected, excludes from the 
exported member list any concepts that are also members of SNOMED’s non-
human refset 
exclude former limited status members (SCT clusters only)  if selected, excludes 
from the exported member list any concepts that are also members of the Former 
Limited Status Subset 
apply search filters to member list (SCT clusters only) if selected, excludes from 
the exported member list any concepts that are within the scope of the currently 
selected text search filters (see the Special Searches section of the Browse Screen 
documentation.) 
add equivalent inactives into export (SCT and CTV3 clusters only) if selected, 
adds to the exported member list any inactive concepts from the output terminology 
whose active replacement is in the list. 
 

7.4. When the export is complete, a pop-up window tells you where the output has been 
saved (and the file name(s)).  By default it saves it in the same location as the 
workbench itself but in a sub-directory called Queries.  The specific file version is 
identified by the long number, which equates to the date-time stamp.  In the example 
below 07:17:08 7th August 2012: 
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7.5. As long as the Export dialog is displayed, the behaviour of the clause list box is also 
different: whenever you click on a clause, the far right hand pane updates to list all 
concepts in that would be in the full cluster membership because of the particular 
clause selected (in combination with any exclusion clauses also listed but not 
necessarily selected) 

Copy cluster definition(s) 

8.  Copies the highlighted cluster definition(s) into memory (and also a human-
readable rendering of it to the Windows Clipboard).  This can be a cluster, or a selection 
of multiple clusters, from either LIBRARY or EDITING (but not from both simultaneously). 
8.1. If the ALT key is held down, the windows clipboard will contain a machine readable 

representation of the cluster definition, expressed in the IHTSDO Expression 
Constraint Language (CSL) 

Paste new or merge cluster definitions 

9.  Pastes the copied cluster definition(s) as a new definition into the EDITING area, 
or (if the CTRL key is held down) merges them into the currently selected cluster. 

NOTE:  If the copied cluster(s) originated from the EDITING pane, the system will 
automatically update their version numbers by a decimal point, so that the copied 
versions have a different version number from the originals. 

Delete cluster(s) 

10.  Deletes the selected cluster(s). Most deletes can be undone, but taking a copy of 
every clause you want to delete can slow the operation down – particularly if some of the 
clusters selected for delete are very large. Hold the SHIFT key down to proactively 
disable UNDO for the big clusters in your selection (if you don’t, the application will 
suggest it anyway). 

Undo last operation 

11.  Undoes the previous operation, where this is supported. The last UNDO operation 
can, itself, be undone – so there is a limited REDO. 

Create new cluster or edit existing cluster details 

12.  Opens an extra dialog in the library pane, which allows the user to create a new 
cluster definition in the EDITING area of the LIBRARY, or edit the information of an 
existing one. 
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In this example the coding scheme used for the cluster will be SNOMED CT. 

If populated, the Ext ID field is substituted for Name in exports of SNOMED CT cluster 
memberlists; this mechanism can be used to insert bona fide subset or refset identifiers 
to create output closer to a true SNOMED CT RF1 Subset or RF2 Refset file. 

By default, alerts appear whenever a cluster is opened that includes clauses defined in 
terms of inactive concepts. This behaviour can be switched off (and on) for each cluster 
individually, using the ‘warn inactives’ option in this dialog. 

The Area field can be used to assign one or more clusters to a common topic area. 
Large collections of cluster definitions may be filtered and sorted by Area (see Cluster 
List Pane above) 

Note: If more than one cluster is currently selected when the ‘Change’ button is 
clicked, a dialog appears asking whether you want to change the AREA 
assignment (and only the AREA assignment) for all the selected clusters. This 
mechanism allows several clusters to be moved to a particular area. 

Translate cluster definition(s) 

13.  opens a dialog box to Translate the cluster(s) from one terminology to another.  
 
13.1. As long as the dialogue is displayed, the behaviour of the clause list box is also 

different: whenever you click on a clause, the far right hand pane updates to list all 
concepts in a target scheme that would be in the full cluster translation because of 
the particular clause selected (in combination with any exclusion clauses also 
listed but not necessarily selected). The target scheme for which this list is 
generated corresponds to the button showing with blue text in the dialog; you can 
change the target scheme by CTRL-clicking on a different button. 

Refactor cluster definition(s) 

14.  Takes the definition of the selected cluster(s) as shown in the display pane then, 
in the background, first expands each into the full list of concepts implied by its current 
clause list, then recompresses that list into what the system thinks is the most succinct 
definition, then displays that definition. In effect what the system does is take out 
redundant clauses and re-focuses to what it thinks is the most efficient definition. 
 
14.1. The default refactoring strategy is relatively conservative; a choice of more 

aggressive strategies is available by CTRL-clicking on the button. 
 

14.2. The ‘Fuzzy‘ strategy is the only strategy for which the cluster list membership after 
refactoring will be different from the membership before refactoring. A post-fuzzy 
refactoring definition will normally contain more concepts than were implied by the 
pre-refactoring definition. 
 
Fuzzy refactoring requires the user to specify a number value representing the 
amount of fuzzy matching they which to apply. Higher values will result in more 
concepts not previously in the cluster member list becoming members of the 
cluster after refactoring, but may also result in the cluster definition having fewer 
clauses. 
 
An example application of the Fuzzy refactoring strategy is:  
 
A cluster definition was authored against an earlier release of the terminology, and as a large but 
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cherry-picked list of concepts (e.g the cluster membership was originally selected lexically). This 
refactors poorly into a cluster with hundreds or even thousands of clauses.  
 
The new cluster curator observes that in many cases the standard refactored definition includes 
many clauses to exclude concepts that should, in fact, be cluster members. 
 
Rather than having to individually identify and delete the relevant exclusion clauses, the fuzzy 
algorithm examines each candidate refactoring clause. Provided the number of ‘non member’ 
concepts as a percentage of all concepts implied by a particular clause is below the ‘fuzziness 
threshold’ specified by the user, those ‘non-member’ concepts will become members of the cluster 
after refactoring. 

NOTE: The system will include extinct or inactive concepts on the grounds that these 
concepts could have been entered into an EPR when they were still active and so 
therefore need to be included in any search.  The user can individually exclude these 
within the rule definition, but at this time there is no function to exclude them 
automatically (e.g. exclude everything that is not active / current) 

Display or DIFF cluster membership(s) 

15.  Displays the fully enumerated list of all codes implied by the set of inclusion and 
exclusion clauses that define a cluster or (if the CTRL key is held down when the button 
is clicked) computes and displays the difference between the two currently selected 
clusters or – if only one cluster currently selected – between that cluster and the last 
copied cluster.  
 
NOTE: Display of the resulting enumerated list of codes may be truncated if there are too 
many. The full list will also be in the Windows clipboard as a semi-colon separated list. 

Or, it can be exported direct to file using the  button. 

Upversion cluster(s) 

16.  Increments the version number of the selected cluster(s). A dialog appears 
offering a range of choices of version increment. 

Other controls and switches 

17.  Tests the selected query definition against any loaded patient data. This is 
detailed later in this section. 
 
NOTE: this button is disabled if no patient data is loaded. 

 

18.  applies a date filter to search results: if the radio button 
(at right) is checked, then any concepts matching the search criteria will be suppressed 
unless they were added to the relevant terminology after a particular date, entered in the 
white text area as yyyy, yyyymm or yyyymmdd. 
 
NOTE: the date can optionally be prefixed by one of four characters ‘=’, ‘-‘, ‘<’ or ‘>’. 
These alter the meaning of the date filter as follows: 

=yyyymmdd suppress unless added on the specified date 
-yyyymmdd suppress if added on the specified date 
<yyyymmdd suppress unless added before the specified date  
>yyyymmdd suppress unless added after the specified date (same as with no prefix) 
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Working with external lists 

19.  The small ‘paste’ button at far right will paste whatever text string is currently held in 
the Windows clipboard into the far right-hand pane. This can be useful if, for example, 
you have created a list of interesting codes or terms in some external application, and 
want to bring them into the query editing environment. For example, you may already 
have a list of codes that you expect a particular query to retrieve, or only a list of clinical 
terms of interest that you want to search for in a particular terminology. 
 
If the pasted string has an obviously tabular structure (ie each line appears to be a row of 
a table, with each column separated by a tab character) then the tool attempts to identify 
a column containing codes (or clause expressions) from the same scheme as the 
currently selected cluster. If it finds such a column, and the pasted table contains more 
than 5 rows, it will offer to paste this entire code list into your environment either as an 
entirely new cluster definition or as additional clauses in the currently selected cluster 
 
Human readable intensional definitions produced by the tool itself (either on Export or 
when you COPY a cluster) can also be pasted directly into this window. The application 
will offer either to create a new cluster using the pasted definition, or merge that 
definition with the currently selected cluster. 
 
If the pasted text doesn’t appear to be tabular, or no codes are detected within it, then 
the tool will offer to search for codes with terms that exactly match each line. The search 
will be conducted against codes within the terminology of the currently selected cluster. 

20. The last 10 items pasted using the  button are automatically remembered, including 
‘between sessions’ when the tool has been shutdown normally and then restarted.  
 
The small green rectangle immediately above the  button indicates how many of the 
10 available ‘scratchpad’ slots are filled, and which is currently the active slot: 
 
.......... means all ten slots are empty 
:::|:..... means the first five slots contain content; the fourth slot is active 
 
To paste the contents of the current active slot into the window below (replacing 
whatever is currently displayed there), click  whilst holding down the CTRL key: To 
cycle to the next active slot, and paste its contents, click  whilst holding down both 
SHIFT and CTRL keys.  
 
Note: Text pasted from a scratchpad slot is also immediately available on the Windows 
clipboard and can be pasted into other applications.  
 
To force the current displayed contents to  be copied into the next available free 
scratchpad slot, click on the green rectangle itself. To empty the current active slot, click 
on the green rectangle itself whilst holding down the CTRL key. 

21. In some use cases, the contents of the right-hand pane may be a long list of codes or 
terms to be worked through by the user (e.g. to expand a cluster definition with code(s) 
corresponding to each item in the list). In order to track progress working through such 
lists, list items that have been ‘dealt with’ may be flagged: CTRL-clicking on the relevant 
list item will prefix it with a ‘**’ sequence. The flag can also be removed by CTRL-clicking 
on the line again. Whenever a list item flag is changed, the revised version of the list 
automatically overwrites the currently selected active scratchpad slot. 
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Tools in the Detailed Definition pane 

NOTE: These buttons may only be active in the EDITING Cluster List 

22.  Searches the selected terminology for concepts using the text entered. How this 

search is performed depends upon which of the  buttons are selected (their 
purpose is as described in the instructions for the Browse tool). Results of the search are 
displayed in the far right window.  These are selectable, with the hierarchy view of the 
selection being shown in the hierarchy pane. 

23.  Deletes the selected clause(s) 

24.  Adds the concept currently highlighted in the Hierarchy pane as either an 
inclusion clause or (if CTRL is held down) as an exclusion clause 

25.    Toggle button to change the rule applied to the currently selected 
clause(s). The ‘basic’ syntax for such rules comprises three operators: 

  means all the descendants of this concept EXCEPT this specific concept 

 means this concept and ALL its descendants 

 means just this concept 
 
An ‘extended’ syntax can be reached by holding down the CTRL key when clicking on 
the button; it adds two further operators: 

 means all concepts with a modelled relationship whose value is this concept 

 means all concepts with a modelled relationship whose value is either equal to or a 
descendant of this specific concept 

26.   Toggle button to change whether to include or exclude the selected clause(s). 
Additionally, CTRL-clicking on this button will toggle the selected clause(s) from ‘sticky’ 
to ‘non-sticky’. Sticky clauses will survive a REFACTOR operation even if they are 
redundant as a result of other clauses. 
 
‘Sticky’ inclusion clauses are displayed with an upper case ‘I’, whereas sticky exclusion 
clauses are displayed with an upper case ‘X’. Non-sticky clauses are displayed with the 
lower case ‘i’ and ‘x’ characters. 

27.  toggles the displayed list of cluster definition clauses between different available 
sort orders.  
 
The default sort order is by code for ICD, OPCS and READ, or by term for SNOMED and 
CTV3. Sorting has NO effect on the meaning of the definition. The currently applied sort 
order is displayed in the text immediately above the top left of the definition pane (unless 
it’s the default sort order). 
 

28. >> SUGGEST>> takes the existing cluster definition as currently displayed and:  
 explodes it into a full member list of all the implied concepts  
 pulls out all the tokens (words) associated with those member concepts 
 identifies up to 9 tokens that appear most commonly across all the members;  

this is the ‘lexical fingerprint’ of the cluster 
 searches for all the concepts in the relevant terminology that are indexed by most 

(but normally at least 3) of those common words 
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 returns any matching concepts found that aren’t already in the member list 

Taking the Asthma cluster in the example above, the system reports the following 

 

 The common terms - asthma intrinsic extrinsic allergic etc. are shown 
 L5 indicates that it the LEX5 search strategy was used 
 F123 indicates that the result set was passed through semantic filters 1, 2 and 3.  

This means, for example, that it has filtered out any concept that is inactive or is 
NOT included in the hierarchies clinical findings, procedures, situation, event.   

 The system is then suggesting that the cluster should perhaps include 
Sequoiosis and Wood pulp workers’ lung, since the tokens associated with 
them seem to be similar to those most strongly associated with the existing 
cluster definition as a whole 

NOTE:  Even though the results are always returned in the same terminology as 
the query definition, the search is actually performed using SNOMED CT’s 
descriptions with the final result being mapped back to the query definition 
terminology. The result may include codes where none of the known descriptions 
contain any of the words searched for (but they’re usually clinically correct 
matches). 

 To add any of these suggestions to the query definition, click on it, so that it 
appears in the hierarchy view, and then add it as described below in EDITING A 
CLUSTER DEFINITION. 

Editing a cluster definition 

29. A cluster can only be edited if it is in the EDITING part of the library. 
30. If you want to edit a cluster that is in the LIBRARY, it needs to be copied across, using 

the COPY and PASTE functions 
31. Open the required cluster definition by selecting it in the EDITING part of the LIBRARY.  

The existing detail will appear in the editing pane. 
32. At this point the editing functions at the bottom of the pane will become active. 

Worked example 
33. Here we have an existing query for some types of atrial 

fibrillation to which we want to add further types of “fibrillation”  
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33.1. Search for other “fibrillation” concepts by searching for 

them using the  function.  The results appear in the 
results pane: 

NOTE:  Notice that G573. and G5731 have not been included 
in the results.  This is because they already exist in the 
query.  In other words any matching concept that 
already exists in the query (including the children in “<<” 
clauses, and also any concepts that are explicitly 
excluded by an exclusion clause) will not be returned in 
a search.  
 
You can override this behaviour by holding the CTRL 

key down when you click the button; all matching 
concepts will be returned whether or not the current definition covers them 

33.2. As ECG: atrial fibrillation is also a positive diagnosis, this concept needs to be 
added to the cluster. Clicking on it refreshes the hierarchy pane with the selected 
concept highlighted. 

33.3. Clicking on the  button inserts it into the definition 

 

33.4. By default, it assumes that you mean this concept and all of its descendents 

(hence the “<<” in the clause).  This can be changed by toggling the    
button 

33.5. Again by default it assumes that you want to include this concept, but if you 
specifically want to exclude it then toggle the   button 

33.6. On the results list you can also see that there are 
a number of concepts for atrial fibrillation 
monitoring that we want to include.  These can 
all be added one-by-one but notice that when 
any of them are selected, they all have the same 
parent concept 9Os.. Atrial fibrillation monitoring 

 
33.7. Select this concept and add it to the definition.  It 

will now look something like this 
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33.8. Notice that if you now re-run the original search 

, all the concepts we have added no longer 
appear in the results 

 
 
 
 
 
 
 
 

Translating a cluster definition  

READ to CTV3 
34. Following on from the previous example, it is possible to translate this READ query 

definition wholesale from one terminology to another by pressing the TRANSLATION 

button . 
34.1. From the pop up dialogue box, select which of the other terminologies you 

wish to convert to – in this case CVT3 

 

34.2. When it has finished you get the message 

 

34.3. The EDITING pane now refreshes, showing the definition in the new 
terminology (CTV3) 

 

34.4. As part of the translation process the tool calculates the optimal definition 
which means that the groupings may change (as can be seen) 

34.5. The result of the conversion is a faithful representation of the original query 
definition which means, for example, if extra concepts exist in the new terminology 
(which is likely when moving forwards from READ to CTV3 to SNOMED CT) then 
they will be shown in the definition but as EXCLUDED.  In this case Xa7nl, X202R 
and XaEga 
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34.6. Logically you would expect to include these three concepts in a CTV3 query, 
so their exclusion can be removed from the definition by highlighting them and 

clicking on the  button.  
 
NOTE: In this case its not necessary to add them as inclusion clauses; they are 
already implied by <<G5730 
 
NOTE: Notice that G5731 Atrial flutter is no longer in the definition.  This is 
because (in CTV3) it has been moved from the G571. hierarchy (in this case to the 
X202Q hierarchy) and as it was specifically excluded is no longer needed. 

34.7. The query definition will now look like this 

 

34.8. It is now possible to re-run the search  to ascertain if there is any other 
content that should be included (in this case there is none) 

CTV3 to SNOMED CT  
34.9. This definition can now be translated to SNOMED CT by pressing the 

TRANSLATION button  and going through the same process.   

 

34.10. This time though after you have selected SNOMED CT an extra dialogue box 
appears to allow you to select which version of the definition you want to translate 
from (or use both) 

 

34.11. The SNOMED CT query definition will look like this 
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34.12. The rule for 711411000000101 needs changing from “<” to “<<” so this 
concept is included as well as all its descendents 

34.13. You will also notice that 40593004 Fibrillation has been added with the rule 
“<”, meaning any of my descendents and this is followed by an exclusion clause X 
<< 71908006 ventricular fibrillation.  When you look at the hierarchy, this is 
exactly the same as simply saying 49436004 Atrial fibrillation and all its children 
(<<).  Whilst both versions are correct, it is good practice to use the simplest version.  
So in this case add a clause for 49436004 and remove the other two clauses. 

34.14.  

 

34.15. As before, the remaining added exclusions can be removed (71908006) 
34.16. This will leave the definition 

 

Backwards translation – SNOMED CT to CTV3 to READ 
34.17. This is done exactly the same way as the forwards translation, but you will 

find that because you are moving towards a less expressive terminology, the 
number of post-translation changes you will need to make becomes minimal.  This 
can be demonstrated thus: 

34.18. Starting from the SNOMED CT Atrial fibrillation cluster definition created 
previously, copy and paste it into the EDITING library.  Notice you will now have two 
identical versions, but with different version numbers. 

34.19. Using this new version, translate it to CTV3 using the  button 
34.20. Using the new CTV3 version, translate it to READ, again using the  button 
34.21. Comparing the old and new versions you will see that there is little or no 

difference, and where there is a difference, the meaning of the cluster remains 
exactly the same. 

Creating a definition from scratch 

35. Start by clicking on the  button. This opens a dialogue box at the top of the Library 
pane (NB an older version of this dialog is shown below. See section 12 for an 
explanation of current dialog options) 

 

36. Complete the dialogue box and click on NEW, remembering to select the Scheme you 
want to author in – for this example we will use READ (RCT) 

37. A default definition pane appears 
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Worked example 
38. For this worked example we will continue to use atrial fibrillation 

38.1. Using fibrillation as the search criteria, click on the search button  
38.2. From the results in the Results pane, select G573. 
38.3. From the Hierarchy pane, select G573. adding this as a clause using the 

 button. 
38.4. Do the same for G5730 and G5733 

38.5. You will now have a definition like this: 
38.6. As we are using READ for this definition, it is 

obvious from the codes that the latter two (G5730 and 
G5733) are superfluous as they are children of G573 
and are therefore implied.  However this would not be 
so obvious if we were to create the same definition in 
CTV3 and certainly not in SNOMED CT. 

38.7. The Reformulate Cluster function  will 
automatically take the definition and reinterpret it into a more parsimonious definition 
(if one is possible) by taking out any redundant or subsumed clauses and re-factor it 
into its most efficient form. 
 
 

38.8. After doing this to our definition, it looks like this 

 

Testing a cluster definition against patient data 

39. Cluster definitions may be tested against any loaded patient data, to see how many 
episodes of care, or patients, they identify.  

40. Select a cluster, and press the  button (the button is only active when EPR data is 
present to test against; see ‘Loading patient data’ section) 
 

41. A further dialog asks what test you want to perform: 
 
PATIENTS list the IDs for every patient with at least one episode of care coded 

using a code implied by the cluster definition. If the same patient has 
several such episodes, list them only once. 
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EPISODES list all episodes of care that were coded using a code implied by the 
cluster definition 

CODES list every code implied by the cluster definition if it has actually been 
used, at least once, to code an episode of care for some patient or 
other. Exclude codes implied by the cluster definition but that are never 
used in records. Include counts for how often each code is used. 

 
42. The QT radio button toggles whether the search executed uses the SNOMED Query Table 

(very, very strongly recommended: ON).  
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EPR DATA Screen 

The EPR DATA tool provides an environment for loading and analysing real and 
simulated patient data, either to help test query specifications or as part of data quality 
and casemix analytics. The analytics functions include detection and management of 
coding data quality issues, as well as use of query specifications authored in the 
QUERIES tool to generate time series graphs. 
 

1. The default screen layout (on starting the EPR DATA function on the CONSOLE) is as 
follows: 

 

2. The screen is made up of three main panes:  The patient identifier; the detailed view; the 
hierarchy viewer 

3. Highlighting a patient identifier shows the full record for that patient in the detailed view 
4. Highlighting an entry in the detailed view activates the hierarchy view (as on all the other 

functions) 

Loading patient data 

5.  opens a dialog allowing import of external patient data files; these may be real or 
simulated data. The application recognises a variety of data file formats, including its 
own export format (identifiable by the .epr file extension).  

Data for import must, in essence, be a single table of data combining patient care event 
and minimal patient demographic data, represented as tab delimited plain text with a 
header row. Further detail of supported formats can be obtained by running the 
command IMPORT FORMATS at the CONSOLE; this lists the currently recognised header 
rows (pipe symbols should be replaced by a tab character in the real file) 
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6. The application’s own .epr file format is a 24-column tab delimited table with header row. 
This is detailed further in Appendix One : EPR Data Import/Export file specification. 

7.  saves the current snapshot of the loaded EPR data including any changes made as 
a result of applying miscoding fixes, or mappings to other schemes. 
 

NOTE: when the list of miscode fixes is currently displayed,  saves the list of currently 

asserted fixes not the EPR data. Use the   button to toggle back to viewing the 
EPR content before trying to save it. 
 

8. For the purposes of the remainder of this user guide, suitable data is assumed to have 
been loaded or simulated.  If not refer to the Installation Guide on how to create 
simulated dummy data (Basically, run the command ‘DEMO’ from the Console screen) 

NOTE: the dummy data will initially contain only SNOMED CT data so do not try running 
READ or CTV3 queries against it as you will get no results, until you ‘MAP’ the dummy 
patient data (see below). 

Browsing for specified patients 
9. The patient identifier list (left pane) can display a maximum of 65,536 different identifiers; 

if your EPR data involves more patients than this, they can’t all be displayed at the same 
time (though all the data will be used in any analytics operations). 

10.  at the top left of the screen allows you to specify a filter to apply to the full set of 
patients; only those that meet the filtering criteria will be listed. The filter entry dialog 
includes a prompt to remind you what the options are; the first character of the filter 
string determines the kind of filter you intend to apply: 
10.1. By PatientID : ‘Pxyz123’ will limit the list of PatientIDs to only those 

beginning with the characters ‘Pxyz123’ 
10.2. By Age at event  : ‘A<43’ limits the list to those who attended at least once 

before they reached the age of 43, ‘A>56’ to those who attended after their 
56th birthday, and ‘A=2’ only those attending during the 3rd year of their life. 

10.3. By Date of birth : ‘D20030821’  limits the list to those where the patient date 
of birth is August 21st 2003 

10.4. By ClinicianID : ‘CDr Kilda’ limits the list to those with at least one episode of 
care where the value in the CLINICIAN column begins with ‘Dr Kilda’ 

10.5. By Service : ‘SNeuro’ limits the list to those with at least one episode of care 
where the value in the SERVICE column begins ‘Neuro’ (eg. both neurology 
and neurosurgery) 

10.6. If the first character of the specified filter is not P, A, D, C or S then C for 
Clinician is assumed. 

Data Quality Analysis and Data Repair 

11.  Looks at all of the loaded patient data and tries to identify coding errors.  It 
automatically creates a number of reports (depending on the type of errors found).  By 
default it saves these in the same location as the workbench itself but in a sub-directory 
called Clinical Data.  The files are identified by the type of error and a long number, 
which equates to the date/time stamp. 

NOTE It assumes that all the data comes from a problem list part of a patient’s EPR (i.e. 
clinical findings, procedures, situation, events). If the data relates to codes captured in a 
different setting then some of the ‘errors’ it reports may not be true errors. 
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In this example, the report is telling you that: 

11.1. There are 144 instances of coded patient episodes where the code used is 
now inactive in SNOMED CT, and this will very likely seriously affect any searches 
that are carried out unless the reporting system is sophisticated enough to 
automatically compensate for this phenomenon (as this workbench application 
can….) 

11.2. There are 103 instances where the code used is definitely implausible in the 
context it is being used in and therefore should be changed (e.g. by you declaring 
and applying a data repair fix) because no reporting system can automatically 
compensate for miscoding of this severity 

11.3. Below this are listed some of the most common coding errors the check has 
found in your data.  Clicking on one of the concepts (say 201129005 | Alopecia) will 
display its hierarchy in the right hand pane 

 

In this case, it is saying that Alopecia has been declared ambiguous and because of 
that ambiguity, it is not possible to say which of the current concepts (that have 
replaced it) it should map to. 

Data repair : fixing miscodes 

12.  first provides an opportunity to load a previously saved “fix” file, before the 
machine goes away to study your data. It will return with a list of suggested fixes to that 
part of your data where it is fairly certain the data is wrongly coded but your “fix” file 
doesn’t already suggest a solution. When this process is complete, the list of likely data 
errors will be shown together with all suggested fixes (both those you provided and those 
it has guessed) 
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12.1.1. Colum1 is the number of times this concept appears in the data (in 
descending order)  

12.1.2. Column 2  - an “X” indicates the concept is inactive 
12.1.3. Column 3 is the term associated with the concept 
12.1.4. Column 4 is the “fix” loaded by you or, if no prior fix has been declared, one 

derived from the SNOMED CT substitutions table or other resources available 
to the software. It can be changed, or more “fixes” added 

12.1.5. Just above the top of each column is a narrow button; pressing them changes 
the sort order of the entire list so that it becomes sorted by some property of the 
relevant column: 

Column 1– sort by how frequently the miscode appears in your data 
Column 2- alphasort by the supercategory for the miscoded code and, 
within each supercategory, by the term for the miscode 
Column 3- alphasort by the supercategory for the suggested fix and, within 
each supercategory, by the term for the suggested fix 

To add a new fix line 
12.2. Method 1 

12.2.1. Select the term in the third column – in the above example Care Plan 
(qualifier value) 

12.2.2. The right hand pane shows the detail of the miscode.  In this instance the 
qualifier value has been used rather than the clinical finding 

12.2.3. To find the correct concept, search for care plan, using the search facility at 
the bottom of the screen 

 

12.2.4. From the results that appear in the right pane, select the correct concept - 
80232100000106 

 

12.2.5. Click on  and confirm that you want to add this to the “fix” list 
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12.2.6.  

 

12.3. Method 2 
12.3.1. Select the term in the third column – in the above example Discharge 

summary report (record artefact) 
12.3.2. The right hand pane shows the detail of the miscode.  In this instance the 

record artefact has been used rather than the clinical finding 
12.3.3. Click on the vertical >> SUGGEST >> bar (between the left and right panes).  

This will carry out a lexical search for the term 
12.3.4. From the results displayed in the right pane, select 16831000000102 

 

12.3.5. Click on  and confirm that you want to add this to the “fix” list 

 

Changing the “fix” list 
12.4.  deletes the selected “fix”  

12.5.  allows a new line to be added to the “fix” list 

NOTE:  This function is useful if it is known that a valid concept has been 
used incorrectly.  An example of this, from an A&E dataset, is where clinicians 
regularly recorded RTA to mean Road Traffic Accident, but in error chose a 
synonym for Renal Tubular Acidosis 

Applying the data repair fixes 

13.  Automatically applies the suggested fixes to the EPR instance data   

14.  When in fix inspect-and-edit mode, you can switch back to viewing or 
analysing patient records by pressing the RECORDS button. 

15.  Saves the displayed error “fixes” as a file that can be re-imported (so you don’t have 
to enter the same data repair fix over and again) 
 
NOTE: only saves the fixes when the list of fixes is displayed. Otherwise, saves the EPR 
data. 
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Crossmapping to other supported terminologies and classifications 

16.  for all SNOMED coded items in the EPR data (and ideally after data 
repair), the system uses the mapping tables to add appropriate READ, CTV3, OPCS and  
ICD-10 codes to each coded episode; these codes may then be used by other inbuilt 
reports or queried by clusters already written in terms of the relevant terminology or 
classification. 
 
NOTE  If the loaded data already contained codes in these columns, a prompt will ask if  
these values should be overwritten. 
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Analytics: Reporting on EPR Data 

Previous sections have covered the individual elements of the Workbench, including query 
writing and translation, EPR data loading and EPR data repair.  The data analytics functions 
bring all these elements together : cluster queries can be combined with demographic  data 
to perform clinically valuable case finding, casemix and caseload analysis.  

Simple analytics – what’s my data like and how is it changing? 
Two ‘overview’ reports are available; they’re relatively quick to generate (a minute or two 
each), and are intended to give some digestible insight into what sort of coded content your 
data contains ‘in aggregate’, and whether the coding behaviours on which it is based may be 
changing over time. 

NOTE: apparent changes in eg. disease incidence counts over time may be spurious. They 
may be due to changes in how things are coded rather than in real disease burden. 

 

17.  generates an overview report, summarising the loaded EPR data. The result 
is saved as a text file in the Clinical Data subfolder, and this is also automatically opened in 
Notepad when the report ends (check your windows taskbar if Notepad isn’t immediately 
visible).  
 

18. The report sections cover: 

Basic demographics (population age, sex, ethnicity breakdown) 
Analysis of episodes without a SNOMED code (if any) 
Analyses of episodes with a SNOMED code: 

Counts by quarter, sex, disposition and age cohort 
Counts by SNOMED CT Supercategory 
Counts by chapter and subchapter of 5-Byte READ2 
Counts by ICD chapter 
List of 100 most frequently used individual SNOMED CT codes 
on any day /  at the weekend /  on a weekday 
List of commonest 15 codes for each age cohort 
on any day / at the weekend / on a weekday 

 

19.  analyses the frequency with which individual SNOMED CT codes are used in 
your EPR instance data, looking for those whose recording frequency has changed 
significantly over the course of the data collection period.  
 

20. The Trends report automatically divides your entire EPR repository into two reporting periods 
of equal length; the dates of these two periods are at the top of the report, along with a count 
of the number of episodes of care falling in each period. 
 

21. The main body of the report lists all those individual codes for which: 
a different number of coded episodes occurred in each of the two periods 

and 
the size of that difference (for the one code) was at least 0.5% as big as any observed 
difference between the total numbers of episodes occurring in each period. 
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Advanced casemix analytics –INDUCE and GRAPH  
 

Two more complex areas of analytics functionality are provided; the first is experimental: 

INDUCE reporting typology from data 
 

22.  performs a complex analysis, resulting in a different answer to the question 
‘what kind of codes do I have in my data?’. Its primary value is most likely to be in detailed 
analysis of casemix and caseload trends within a single clinical department. 
 
NOTE: the INDUCE analysis will take a long time; a dataset covering 400,000 episodes of 
care coded using 12,000 different SNOMED CT codes take 20 minutes to analyse on a high 
specification computer. 
 

23. Instead of returning the most frequently used individual codes in your data (as in the 
REPORT and TRENDS analyses, above), INDUCE attempts to identify the most frequently 
used types of codes in your data. 
 

24. For example, we would expect many episodes of care in an Emergency department to have 
been coded using one of the 500 available SNOMED CT codes for a laceration in some 
anatomical location or other. Each of these 500 site-specific codes will, however, individually 
account for relatively few episodes of care. Its therefore possible that, even though 
lacerations as a group comprise a significant part of the departmental workload, no single 
laceration code would appear in any list of the commonest ‘single codes’.  

 
25. For a more representative casemix analysis, we need to be able to identify the commonest 

types of codes used. For example, the type ‘laceration’ appears as a category in many 
manually crafted reporting datasets or classifications intended to summarise clinical activity. 
But many such types can be mapped to (or defined as being equivalent to) a particular 
subhierarchy of the code system used for front-line clinical recording. For example, the 
‘laceration’ type maps to the set of 500 codes found within the subhierarchy below 312608009 
Laceration – injury (disorder); an episode carrying any one of those codes is an episode of the 
‘laceration’ type, because it carries one of those codes. 

 
26. Historically, the problem with this reporting/analytics approach is that you have to decide in 

advance what the reporting types will be, and then either capture your data directly using this 
abstract typology (often in addition to any more detailed coding needed to support other 
processes) or work out how the codes you already capture should map to the typology. 
Although normally less disruptive to data entry, this latter choice is a costly and manual 
process. Further, the mapping result is not always a good fit to real data: some episodes of 
care may not fit into the typology at all, while others may fit into more than one available 
type; some types turn out to be too coarse - lumping together so many episodes that 
clinically interesting detail is not visible in the reports based on the typology. 
 

27. The INDUCE algorithm aims to automatically do post hoc what was previously done only 
manually and pre hoc: to derive a typology comprising roughly 100 subtrees/types within the 
SNOMED CT hierarchy, where each subtree accounts for a more or less constant proportion 
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of all coded episodes (roughly1% of all coded events per subtree). The algorithm stops once 
the set of all codes within all identified subtrees collectively account for the huge majority of 
the dataset being analysed.  

 
28. When applied to real Emergency department data, for example, the algorithm behaves as 

follows:  
 

28.1. Relatively low numbers of Emergency presentations (collectively about 0.2%) are 
coded as occurring primarily as a result of endocrine disease; various subtypes 
of diabetes,  hypoglycaemia and thyrotoxicosis are the most common. As a 
result, in order to get a big enough grouping of episodes, the algorithm chooses 
362969004 Disorder of endocrine system as the root of a single grouping subtree that 
covers all these attendances. 

28.2. By contrast, a very high number (9.4%) of presentations relate to some subtype 
of 928000 Disorder of musculoskeletal system. But this is a larger grouping than the 
algorithm is trying to find, so this segment of the overall caseload is instead 
aggregated under several more detailed subtrees, including (separately) burns, 
abrasions, lacerations, blunt injury, crush injury, foreign body, poisoning etc. 

28.3. Which particular subtree/groupers concepts are ultimately selected is determined 
entirely by structural and numerical analysis of both your EPR data and of 
SNOMED CT; the extent to which any result may be intuitively clinically useful, or 
otherwise similar to what could be achieved by manual dataset design,  is 
therefore dependent both on which groupers have been included within 
SNOMED CT at all, and the coding choices made by whoever coded the event 
data in the first place. However, since both of these choices are explicit 
encodings of how clinicians abstract the world, the algorithm appears to perform 
quite well within experiments so far. 

 
29. The output of the INDUCE analysis appears as a single new Query/Cluster specification in 

the Editing area of the QUERIES tool, with the name ‘EPR_INDUCE’. This cluster definition, 
induced from the codes that actually appear in your data and how often they appear, will 
typically have 100 or more clauses – each clause corresponding to a clinical ‘type’  - and 
90% or more of all your coded episodes should normally be within its scope. 

NOTE: some important functional differences exist between a traditional analytics typology 
and the set of clauses produced by the INDUCE algorithm: 

Traditional reporting or statistical typologies are normally mutually exclusive – a coded 
episode is not permitted to be counted as a member of more than one type. Coding Manual 
rules may exist to help choose one type over another where their coverage overlaps. 

The INDUCE algorithm produces a set of clauses/types that are typically overlapping, but 
without any rules to force real coded data items into one type only. When using the induced 
typology within the workbench, therefore, individual coded episodes may be counted more 
than once. 

Traditional typologies often include an ‘Other episode’ type, which is assigned to any 
episodes that don’t fit anywhere else. This allows all episodes to be counted. The typology 
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identified by the INDUCE algorithm will almost certainly not cover all episodes; the algorithm 
terminates once most of your data is covered. 

30. Further exploration of how the EPR_INDUCE cluster may be used to analyse casemix 
trends follows later in this guide. 

GRAPH: Case finding and casemix trends analysis 

As described in the previous section, the  function on the QUERIES tool searches your 
repository of coded EPR data and returns those patients with episodes of care coded using 
a code within the scope of the selected query cluster. 
 
The GRAPHS tool performs fundamentally the same search operation, but generates graphs 
based on the patients or episodes identified. The graphs can be copied and pasted into 
documents and emails. Searches can also be defined by reference to more than one query 
cluster (e.g. find all people with diabetes or laceration; find all with diabetes but not 
hypertension) 
 
NOTE after a graph is generated, the EPREXTRACT table will contain only the episodes of 
care returned by the relevant search, and the CHARTDATA table the derived data used to 
generate the particular graph. The data in both tables will be overwritten with new data each 
time a graph is produced. 
 
Both tables are located within a new, freestanding Microsoft Access file called Analysis.mdb, 
in the application main directory. Some case finding requirements may be most easily met if 
the EPREXTRACT table is further post-processed externally to the Data Migration 
Workbench. 
 
Similarly, although the generated graphs can be customised within the application (e.g. to 
change graph type, series colour etc), some users may find it easier to transfer the 
underlying CHARTDATA to a more familiar graphing tool. 
 

31.   opens the graphing tool (clicking it again closes the tool). The default graph 
will be displayed after a short delay, showing the number of coded episodes of care per 
0month, and a six month moving average: 

 
NOTE: The graph can be made 
bigger or smaller by clicking on 
and then dragging the small 
grey square at its top right 
hand corner. 
 
Clicking on this square also 
copies the graph object to the 
Windows clipboard, from where 
it can be pasted into other 
applications (e.g. documents, 
email, spreadsheet) 
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32. A new ‘Search Definition’ pane appears to the left of the graph, listing the available 
characteristics that can be used to define a search. This list always includes all query cluster 
definitions that would display in the QUERIES window EDITING pane (prefixed with a Q).  
 
NOTE if a new query cluster specification is defined in the QUERIES tool while the GRAPH 
tool is open, the list of searchable characteristics does not update to include the new cluster 
unless and until you force a refresh: click anywhere on the purple background of the EPR 
window. Or, close and reopen the GRAPHS tool.  
 

33. Depending on what data columns were populated in the original EPR Data import, it may 
also include: 

Age cohorts (prefix: A) available if DOB was populated 
Dispositions (prefix: D) available if DISPOSITION column was populated 
Ethnicities (prefix: E) available if ETHNICITY column was populated  
Genders (prefix: G) available if SEX column was populated 
Clinician (prefix: C) available if CLINICIAN column was populated 
Service (prefix: S) available if SERVICE column was populated 
 

34. Below the searchable characteristics pane, the  drop 
down allows you to select what kind of graph you want: 

Episodes Day of Week  - how many episodes occurred on each day of the week 
Episodes Monthly Total -  how many episodes occurred in each month 
Episodes Quarterly Total-  how many episodes occurred in each quarter 
Episodes Yearly Total-  how many episodes occurred in each calendar year 
Episodes Age:Date -  age at episode against date of episode 
Population Age:Sex – age:sex plot of all episodes (age at episode) 

NOTE: Most of the graph choices will display well using the default chart type (a barchart 
with moving average). The Episodes Age:Date choice  is an exception – you’ll need to 
double-click on the graph itself in order to change the charttype to a scatter plot, and 
remove the moving average line.  

35. Below the  drop down are two text boxes which may be 
used to restrict the search so that it only considers episodes after a particular start date (left 
hand box) and/or before an end date (right hand box). A variety of date formats are 
recognised, but the format ‘1 Feb 2010’ is recommended for clarity. 
  

36.  performs the currently specified search and draws the selected graph (and 
updates the contents of the EPREXTRACT and CHARTDATA tables). The resulting graph 
object, which includes its underlying series data, can be copied to the Windows clipboard by 
clicking on the small grey square at top-right of the graph display. It can be pasted from here 
into other applications, such as emails, documents or spreadsheet applications. 
 
NOTE: the standard MS Office graph widget has a limit of 4000 data points per series. If 
your generated chart data exceeds this limit, a warning dialog should appear. You will be 
asked whether the software should plot only a randomly selected fraction of all available 
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data points. If you decline this offer (not recommended), the resulting graph may have 
strange chunks missing from it, or less obvious artefacts that may mislead you. 

Specifying a search 
 

37. Which episodes should be searched for, extracted and graphed is specified using the 

‘Search Definition’ pane to the left of the graph, and the two small buttons  at the 
bottom left of that pane.  
 

38. The two columns down the left of the ‘Search Definition’ pane update to indicate when a 
searchable characteristic forms part of a search specification, or the subsequent graphing. 
 

39. The right hand column shows whether the characteristic is used at all to define the set of 
episodes to be extracted. The symbols can be changed either by clicking on an individual 
item in the list, or by selecting one or more items before clicking the button at the bottom of 
the column; the button displays the symbol that will be applied to the selected items when 
you click it. The symbols that appear in the column have the following meaning: 
 

 episodes will be extracted  whatever the value of this characteristic 
i Inclusion - episodes must test positive for this characteristic to be extracted 
x Exclusion - episodes must test negative for this characteristic to be extracted 

 
All episodes satisfying at least one inclusion 
criterion are extracted, except those also satisfying 
at least one exclusion criterion.  
 
The search example (right) therefore means:  
 
Extract all episodes where the diagnosis is either a 
JOINT_ASPIRATION or an LRTI, but then discard 
any episodes where the patient Gender was Male 
(ie Female, not known or unspecified) or where the diagnosis was also a 
THERAPEUTIC_ASPIRATION 
 
NOTE this is very different from more sophisticated searches e.g. for all patients with joint 
aspiration and chest infection recorded at the same presentation, or all patients having a 
joint aspiration now and who have ever had a chest infection but never had a therapeutic 
aspiration. The extract and resulting graphs relate to a population of episodes and not to the 
population of individual patients to whom these episodes happen. 
 

40. The left hand column shows whether the characteristic is used to plot an additional 
subanalysis data series on final graph. The symbols in the left hand column can be changed 
in a similar way: hold down the SHIFT key before clicking on an item in the list, or select 
several items before clicking the button at the bottom of the column. The symbols have the 
following meaning: 
 

 the graph does nothing special with this characteristic 
o Subanalysis  plot an additional data series, showing counts of the extracted episodes 
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that also test positive for this characteristic 
! Explode         (only available for Query characteristics) for each individual clause making 

up this cluster definition, plot an additional subanalysis data series 
 

Explode option explained 
 

41. To further understand the Explode option, consider the following scenario: 

You already have a cluster called ‘Joint aspiration’, defined as follows: 

----------------------------------------------------------------------------------------------------------------- 
SCT INTENSIONAL CLUSTER DEFINITION (v1.2) FOR JOINT_ASPIRATION 
----------------------------------------------------------------------------------------------------------------- 
INCLUDE: 
  << 90131007 Arthrocentesis (code and all its descendants) 
  << 281808001 Aspiration of elbow joint (code and all its descendants) 
  << 281809009 Aspiration of hip joint (code and all its descendants) 
  << 281810004 Aspiration of knee joint (code and all its descendants) 
  << 431848008 US guided barbotage of joint (code and all its descendants) 
  << 274391001 Diagnostic aspiration of joint (code and all its descendants) 
  << 430108006 Fine needle aspiration biopsy of joint (code and all its descendants) 
  << 274426001 Therapeutic aspiration - joint (code and all its descendants) 
  << 450680005 Aspiration of intervertebral disc (code and all its descendants) 
EXCLUDE: 
-< No exclusion clauses >- 
----------------------------------------------------------------------------------------------------------------- 

You want a plot of the monthly numbers attending for any kind of joint aspiration, but overlaid 
with plots of the numbers attending for aspiration specifically of the elbow, hip or knee joints, 
and for diagnostic or therapeutic reasons. 

You could achieve this result by authoring 5 new clusters, one corresponding to each 
component of the original cluster definition for which you want subanalysis data, and then 
setting each to option ‘o’ in the left hand column. 

Alternatively, set the original cluster to option ‘!’; the resulting graph will include a data points 
corresponding to the monthly total for any kind of joint aspiration, plus 9 additional data 
series – one for each clause in the original query cluster definition.  

42. If the ‘Explode’ option produces more data series than you actually want plotted, double click 
on the graph that is produced. All data series being plotted will appear in a spreadsheet-like 
object above the graph. Highlight the columns corresponding to any data series you don’t 
want, and delete them. 

Advanced casemix trends analytics 
 

High volume, generalist specialties with changing overall caseload can find it difficult to 
identify whether any observed changes are occurring equally across all diagnostic groups, or 
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are concentrated in a few. Traditional reporting typologies may not provide sufficient 
granularity in the areas where it matters. An induced typology, formally mapped to the 
underlying scheme for primary data capture, offers an interesting alternative. 
 
A potential workflow, based on an INDUCED cluster, is outlined below: 
 

43. Open the GRAPH tool and, selecting only the EPR_INDUCED cluster, set its options to both 
include (i) and explode (!).  

44. Set the graph type selection to ‘Episodes Period1:Period2 Trends’ 

45. Click ; a dialog appears offering you to enter a threshold value for significant 
risers/fallers. Press Enter without changing the default value (5) 

 
46. After a few minutes, you’ll get something like this: 

 

Each point on this curve corresponds to a single clause from the EPR_INDUCED cluster. Its 
position on the vertical axes indicates how many more (or fewer) episodes occurred in the 
last 12 months of data collection by comparison with the first 12 months, using a code within 
scope of that clause. The clauses are sorted left to right : those exhibiting the greatest 
growth in episodes are at the left; greatest fallers are at the right hand end. 

47. A new button  appears next to the  button; this toggles the displayed 
graph between: 

47.1. the per-codegroup trend result (above) 
47.2. the raw monthly series data for all exploded clauses, from which the per-

codegroup trend result is computed. 
47.3. a per-code trend result where each datapoint corresponds to a single SNOMED 

CT code instead of a group of codes (but only the individual codes exhibiting the 
biggest changes in frequency of use are plotted) 
 

48. A summary of how the graph data was derived appears above the graph, including lists of 
only those code groups or individual codes showing a trend greater than the threshold value 
selected in the earlier dialog ; those exhibiting the greatest rise or fall in episode volumes. 
 

49. Three new clusters are also created containing these rising/falling code group lists: 
EPR_RISERS and EPR_FALLERS contain the list of code groups with the most significant 
change; EPR_CODE_RISERS contains the list of individual codes showing the most 
significant change. 
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NOTE: The new clusters do not appear in the list of searchable characteristics unless and 
until you force a refresh: click anywhere on the purple background of the EPR window. Or, 
close and reopen the GRAPHS tool.  
 
NOTE: If a cluster previously existed with the same name as one of the three new ones (e.g. 
from a previous run of this report) its definition will be changed. 
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Appendix One : EPR Data Import/Export file specification 

Patient EPR Data that has been loaded into, or generated within the application is saved to 
disc as a 24-column, tab delimited table with header row following the schema below and 
with a .epr file extension. Externally derived patient data may initially be presented using the 
same table/file format and header, as long as the file extension is NOT .epr. Similarly, data 
mounted from another SQL environment could be dynamically linked over ODBC, provided 
the datatypes were as shown and writeable. 

For successful (re-)import of data in this format, all four fields coloured green below must be 
populated with data, plus at least one purple field  (DescriptionID and/or ConceptID). Values 
for uncoloured fields are optional but redundant as they can all be inferred from the 
mandatory green fields after the initial data load. By contrast, values for the orange fields are 
also optional to include but can not be inferred from the mandatory feilds; they are therefore 
clinically highly desirable to include in any primary extract (especially Sex). 

COLUMN NAME CONTENT DATATYPE 
EID Unique numeric identifier for episode/row INTEGER NOT NULL 
ID Unique internal patient identifier INTEGER NOT NULL 
PID Unique external alphanumeric patient identifier (e.g. NHS Number) VARCHAR(11) 
EPISODE_DATE Date of episode of care dd/mm/yyyy CHAR(10) or DATE 

NOT NULL 
SEX (M)ale, (F)emale or (U)nknown CHAR(1) 
DOB Date of birth of patient as dd/mm/yyyy CHAR(10) or DATE 
AGE Age of patient on EPISODE_DATE, in years, accurate to 3 decimal places  

(e.g. 10.333 = 10 years and 4 months) 
DOUBLE 

ETHNICITY Any string representing ethnicity, but preferably a human readable string from a small 
controlled vocabulary 

VARCHAR(50) 

DISPOSITION Any string representing any other aspect of the episode of care, such as whether the 
patient was admitted. Preferably a human readable string from a small controlled 
vocabulary 

VARCHAR(50) 

DESCRIPTIONID The SNOMED CT identifier for the TERM  VARBINARY(18) 
(NOT VARCHAR(18) 
or BIGINT(20) so that 
application  code can 
also handle READ2, 
CTV3 and ICD codes) 

TERM The term/description text actually selected by the clinician or persisted in the EPR.  VARCHAR(255) 
CONCEPTID The SNOMED CT identifier for the concept associated with DESCRIPTIONID VARBINARY(18) 
FSN The SNOMED CT Fully Specified Name for CONCEPTID VARCHAR(255) 
CLINICIAN Any string identifying a clinician related in some way to this episode of care e.g. 

responsible consultant, clinician actually treating patient or clinician making EPR 
record entry. Ideally human readable and from a small controlled vocabulary. 

VARCHAR(20) 

SERVICE Any string identifying a clinical service related in some way to this episode of care 
e.g. hospital or clinic. Ideally human readable and from a small controlled vocabulary. 

VARCHAR(20) 

COHORT String description indicating the age range covered by COHORTNUM e.g. 0-2, 2-10, 
30-40 etc. 

VARCHAR(7) 

COHORTNUM Numeric code identifying the age cohort the patient was in on EPISODE_DATE. BYTE 
SUPERCATEGORY String identifying the major chapter or other significant segment of SNOMED CT 

content in which CONCEPTID is found; normally the bracketed string at the end of 
FSN. 

VARCHAR(50)  

ICD ICD code(s) appropriate to the episode, possibly identified as the default map from 
CONCEPTID 

VARCHAR(32) 

RCT A single 5-Byte READ code (plus its 2-byte term code component) appropriate to the 
episode, possibly identified by a map from CONCEPTID 

VARBINARY(7) 

CTV3 A single CTV3 code appropriate to the episode, possibly identified by a map from 
CONCEPTID 

VARBINARY(5) 

OPCS OPCS code(s) appropriate to the episode, possibly identified by a map from 
CONCEPTID 

VARCHAR(39) 

EDD An EDD Diagnostic Code appropriate to the episode, possibly identified by a map 
from CONCEPTID 

VARCHAR(8) 

UKTC_COMMENT A textual comment inserted by the application during data quality analysis. VARCHAR(52) 
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Appendix Two : Example console script 
 

SCRIPT EXPLANATION 
 
CLEAR 
DEBUG FULL 
DELETE ALL IF =STD FROM NEWSOURCE VERSION v4 
DELETE ALL IF =STD FROM NEWSOURCE VERSION v4.1 
 

 
Clear log output 
Request verbose logging 
Delete any previously results of this script 

EDIT SCT IF =STD-OTHER-ORGS COPY * PASTE =STD VERSIONS v3.1,v4.1 
EDIT SCT IF =STD-IMPLIED COPY * PASTE =STD VERSIONS v3.1,v4.1 
EDIT SCT IF =STD-RISK COPY * PASTE =STD VERSIONS v3.1,v4.1 
EDIT SCT IF =STD-SERVICE COPY * PASTE =STD VERSIONS v3.1,v4.1 
EDIT SCT IF =STD-CHLAMYDIA COPY * PASTE =STD VERSIONS v3.1,v4.1 
EDIT SCT IF =STD-GONORRHOEA COPY * PASTE =STD VERSIONS v3.1,v4.1 
EDIT SCT IF =STD-HEPATITIS COPY * PASTE =STD VERSIONS v3.1,v4.1 
EDIT SCT IF =STD-HERPES COPY * PASTE =STD VERSIONS v3.1,v4.1 
EDIT SCT IF =STD-HIV COPY * PASTE =STD VERSIONS v3.1,v4.1 
EDIT SCT IF =STD-HPV COPY * PASTE =STD VERSIONS v3.1,v4.1 
EDIT SCT IF =STD-SYPHILIS COPY * PASTE =STD VERSIONS v3.1,v4.1 
EDIT SCT IF =STD-TRICHOMONAS COPY * PASTE =STD VERSIONS v3.1,v4.1 
 

Copy all clauses from v3.1 of the SNOMED CT encoded 
cluster whose name equals the first argument into v4.1 of 
the cluster with name equals the second argument (and if 
a matching cluster doesn’t exist, create one). 
 
A global Sexually Transmitted Disease cluster is thus 
formed as the union of 12 smaller clusters focussed on 
specific STDs. 
 
{Larger clusters with heterogenous membership can be 
assembled programmatically by merging several smaller ones; 
small clusters with a narrow domain focus are typically easier to 
construct and verify using lexical search techniques.} 

ENUMERATE SCT FROM EDITING IF =STD VERSION v4.1 
TRANSLATE SCT TO CTV3 IF =STD VERSION v4.1 
REFACTOR CTV3 IF =STD VERSION v4.1 
EDIT CTV3 IF =STD-PATCH COPY * PASTE =STD VERSIONS v3.1,v4.1 
ENUMERATE CTV3 FROM EDITING IF =STD VERSION v4.1 
TRANSLATE CTV3 TO RCT IF =STD VERSION v4.1 
REFACTOR RCT IF =STD VERSION v4.1 
TRANSLATE SCT TO OPCS IF =STD VERSION v4.1 
TRANSLATE SCT TO ICD IF =STD VERSION v4.1 
REFACTOR OPCS IF =STD VERSION v4.1 
REFACTOR ICD IF =STD VERSION v4.1 
 

Enumerate all members of the merged cluster… 
Translate the enumerated members.. 
Refactor the translation… 
Merge in a patch to the post-translation cluster 
Enumerate the patched, post-translation cluster 
Translate the post-translation cluster another step 
Refactor the translation… 
Translate the SNOMED members of the original cluster 
 
Refactor both translations 

DIFF RCT FROM SOURCE AND NEWSOURCE IF =STD VERSION v3,v4.1 
DIFF CTV3 FROM SOURCE AND NEWSOURCE IF =STD VERSION v3,v4.1 
 

Compare the enumerated membership of two different 
versions of one cluster, and report the differences 

 


